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1. Introduction 

The Samsung Semiconductor Business is the world’s leading manufacturer of a variety of semiconductor 

device products such as DRAM, FLASH, SSD, and AP (i.e., CPU for mobile phones). In today’s 

increasingly competitive semiconductor market environment, Samsung is intent on improving the 

performance of their supply chain system to continue to be a leader in the global semiconductor market.  

Samsung has a very complex manufacturing and supply chain network and provides a variety of 

semiconductor products. Production is subject to constraints such as manufacturing equipment capacity and 

the availability of raw materials. For decades, Samsung has adopted commercial advanced planning and 

scheduling (APS) software applications based on linear programming-based models that can solve large-

scale production planning problems having multiple objective functions, variables, and constraints.  

However, use of a LP-based model has significant limitations. The LP model assumes that all parameters 

are fixed and deterministic, while in reality both customer demands and supplies, including yield, capacities, 

and manufacturing cycle times, can be varying and uncertain. This lack of robustness requires extensive 

effort by human planners to adjust the production plan after the solution of the LP model has been 

determined. These adjustments require a significant amount of human intervention, are made on the basis 

of intuition and imperfect information and hence are often decidedly sub-optimal, and delay responses back 

to customers, while other competitors satisfy customers with shorter response times.  

Recently, Samsung has decided to improve the robustness of its production planning model in order to take 

into consideration demand and supply uncertainties and to reduce the effort and manpower needed for plan 

adjustment. The approach envisioned is to use state-of-art technologies such as artificial intelligence, 

machine learning, and state-of-the-art operations research techniques. The objectives are to reduce 

inventory levels, increase customer service levels, and reduce customer response time.  

A research team at the Georgia Institute of Technology (Georgia Tech), in collaboration with Dr. Sukun 
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Park, a visiting researcher to Georgia Tech from Samsung, has been tasked with developing a next 

generation Samsung master APS model and its solution approaches. More specifically, the objectives of 

this research are: 

• To develop a new APS model that explicitly takes into consideration demand and supply 

uncertainties. 

• To develop data-driven meta-approaches that are able to assist human planners to quickly and 

accurately revise the near-optimal solution created by the APS system if some or all of the key 

parameters used to determine the near-optimal solution are significantly different from the actual 

values of these parameter values. 

 

2. Background 

2.1 Manufacturing process of Samsung semiconductor products 

The semiconductor manufacturing process involves hundreds of steps from raw material to final products. 

Uzsoy, et al., (1992) describes the process as consisting of four main stages: wafer fabrication (FAB), 

electrical test on wafers (EDS), component assembly (ASSY), and component test (TEST). The Samsung 

process adds a fifth stage, module assembly and test stage (MOD), due to the recent development of 

technologies for much higher semiconductor product density (as shown in Figure 1). In the FAB stage, a 

wafer, which is a thin round slice of semiconductor material, is produced from crystalized ingot of purified 

silicon. Once a wafer is completely fabricated, it is sent to the EDS stage to get a computer-driven electrical 

test and to check the functionality of each chip on the wafer. Chips that do not pass the test are marked for 

rejection in the next stage, the ASSY stage. In the ASSY stage, a wafer shipped from the EDS stage is sawed 

and sliced into single chips. The chips are then assembled into a package with a pre-specified density, which 

is called a chip component, using wire-bonding and PCB-mounting technologies. Each chip component (or 
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package) is sent to the TEST stage and there finally tested and classified according to its performance levels 

such as power, speed, etc. before delivering to customers. Alternatively, the chip components that have 

finally passed the test are sent to the MOD stage and then assembled and tested to become a module 

semiconductor product, which are highly complex and have high performance (e.g., memory for mobile 

phones, SSD’s or SD cards, etc.).  

We call the FAB and EDS stages together the front-end stage, while all the stages from ASSY to MOD 

stages are called the back-end stage. The front-end stage takes 60~100 days but has a relatively simple 

manufacturing network. The back-end stage has a shorter processing time (i.e., 14 days or less from ASSY 

to MOD) while it has a very complex manufacturing network. This complexity is due to a variety of 

performance levels on speed and power during component tests and various kinds of product specifications 

for customers. 

 

 

Figure 1. Overview of Samsung semiconductor manufacturing process 

 

2.2 Samsung’s supply chain network 

Samsung has a global supply chain network where production facilities and vendors are globally dispersed 
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in order to supply their products efficiently and effectively to their global customers. Their main customers 

are world-wide SET manufacturers for electronic products (i.e., PCs, computer servers, mobile phones, etc.) 

whose production facilities and retail markets are also located across the world. We will deal mainly with 

memory products, such as DRAM and Flash memory, in this research, For such products, Samsung has a 

dozen FAB lines, 3 EDS lines, and tens of back-end sites, including in-house and outsourcing vendors to 

delivery their products in time to each of their customer sites with lowest costs. Additionally, transshipments 

between each production facility in each manufacturing stage are allowed to meet customers’ demands as 

much as possible. We remark that all shipments including transshipments of WIP, inventories, and final 

delivery to customers between facilities in different countries are made by air. 

 

 

Figure 2. Supply chain network for Samsung's semiconductor products 

 

2.3 Production planning process in Samsung for semiconductor products 

Samsung operates a series of production planning functions for predicting and determining the exact 

amount and the schedule of production. The business objectives considered are: maximize product on-time 

delivery, minimize product shortage penalty, inventory (final goods, WIP, etc.) holding costs, and the cost 
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of scrapping unsold wafers and chips.  

Samsung’s master production planning (MP) is the focus of this research. The MP is an application of APS 

that determines the weekly supply chain-wide production/supply plan balance, given various capacity 

constraints and total global customer demand. This plan becomes the weekly target for the entire company 

that all manufacturing execution units have to achieve. Without the output of the MP, Samsung would not 

be able to allocate resources effectively and efficiently, which would result in significant loss and higher 

production costs.  

Once the weekly MP is solved and released, the factory planner, a software tool for daily production 

planning, produces a daily production plan for each item, each stage, and for each production line for a 2 

to 4-week time horizon. The factory planner determines the daily production plan for each manufacturing 

line and stage, and then schedules, for each product the manufacturing equipment, based on these daily 

factory plans. Finally, the actual manufacturing processes are executed according to this optimized 

production schedule. In this research, our focus is limited to the study of the MP models and their 

improvement. 
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Figure 3. Hierarchy of Samsung's production planning and scheduling 

 

Samsung has two MP models, a front-end MP (i.e., F/E MP), and a back-end MP (i.e., B/E MP). Each of 

these two stages has its own production/supply strategy, which is different from the other stage regarding 

the characteristics of production. Specifically, the front-end stage produces wafers according to a PUSH 

strategy to maximize the utilization of wafer fabrication equipment, which is extremely expensive. The 

back-end stage is operated based-on a PULL strategy, whereas production is driven by customer demand. 

The two MP models interact as follows: The B/E MP gives the F/E MP production requests for chips at the 

point of Chip Stock to meet the chip consumption to produce component packages and modules for final 

customer demands, and the F/E MP solves the production plans for a front-end stage and then returns the 

maximum number of wafers (in chip units) available back to the B/E MP. This supply capability of the 

chips from the F/E MP is incorporated into a later version of the B/E MP as one of main capacity constraints. 

Figure 4 visualizes the relationship between the two MP models. 
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Figure 4. Master production planning models in Samsung 

 

Now we describe the basic weekly business process for production planning by the MP at Samsung. Figure 

5 presents a brief overview of the weekly planning process cycle. On every Monday and Tuesday, APS 

applications for several versions of the MP models, including F/E MP and B/E MP, are performed to 

produce weekly production plans. The business cycle starts with the initial version of the B/E MP to create 

the chip demand, from the back-end stage to the front-end stage. Then, several versions of the F/E MPs are 

sequentially solved, based on the chip demand by the initial version of the B/E MP, and production/supply 

plans for the front stage is officially released after review and confirmation by the human planners in charge 

of production plans for the front-end stage. For the next step, the main version of the B/E MP is developed 

with consideration of the supply capability of chips available by the F/E MP. The main version of B/E MP 

solves a draft of the production plans at a point of warehouses for finished goods, which is then checked 

and adjusted by human planners. Finally, a final version (i.e., “Sync” version) of the B/E MP is performed 

with the plans confirmed by the human planners, and the final weekly production plan is released and 

interfaced to solve the next detailed daily plan (i.e., Factory planning). 
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Figure 5. Weekly business cycle of the MP in Samsung 

 

In this research, we focus on the B/E MP models for several reasons. The B/E MP is given more emphasis 

than the F/E MP model from a business perspective because the back-end stage is much closer to the 

customer and the results of the B/E MP affects directly customer demand satisfaction. Moreover, the back-

end stage has a very complex manufacturing process and requires considerable computation time. 

We now describe a modeling approach for the MP that has been developed within Samsung. Traditionally, 

Samsung has adopted deterministic optimization models based-on linear programming (LP) techniques for 

decades because almost all of the commercial APS software that deal with real production planning 

problems under many production capacity restrictions have been modeled as LPs. Samsung’s current B/E 

MP models are a multi-item, multi-stage, multi-period goal programming model (a specialized LP model) 

with hundreds of objective functions (that include maximize product on-time delivery, minimize product 
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shortage penalty, inventory, e.g., final goods, WIP, etc., holding costs, and the cost of scrapping unsold 

wafers and chips), over 150,000 constraints (including capacity constraints and inventory balance 

equations), and tens of millions of variables. The pseudo formulation for the B/E MP model is briefly 

described in Table 1.  

 

Objective 

Functions 

Maximize the amount of customer demands satisfied 

Minimize the amount of backlog 

Minimize the amount of remaining inventory at each time period 

Minimize the amount of remaining WIP at each period 

Minimize the amount of raw materials used 

Minimize the amount of alternative manufacturing routes used 

Minimize the number of products supplied from outsourcing vendors 

Minimize 

the amount of production which doesn't contribute to satisfy customer 

demands 

Constraints 

s.t. the amount of production equal to Product-Mix (Monthly production target)  

 
inventory/WIP balance at each step for each product item 

 
the amount of consumed raw materials less than raw material capacity 

 

the number of wafers consumed less than chip supply capacity (at the chip 

stock) 

  all variables are nonzero 
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Table 1. The description of LP formulation for the B/E MP 

 

3. Problem Description 

We now present a statement of our problem and related assumptions. We deal with a new production 

planning model under uncertainty, where both customer demands and supplies are assumed uncertain. As 

mentioned previously, in real applications of semiconductor manufacturing, supply can be random and 

uncertain due to uncertainties in manufacturing cycle times, available production or supply capacity, and 

perhaps most important, yields. We model these supply-related uncertainties as “random yield”. In order to 

make our research tractable, we simplify the real situations into a situation where a single item is allowed 

and the back-end stage has only a single stage (that is, there is no sub-steps within this stage). We assume 

a finite or infinite time horizon. Total costs consist of production cost, which is proportional to the amount 

of production orders or requests, inventory holding costs incurred by the remaining inventory at the end of 

each period, and penalty cost due to a shortage for unsatisfied customer demand. In this research, we assume 

that unsatisfied demand can be backlogged and that supply/production capacity is unlimited. 

 

4. Literature Review 

The problem of determining production and ordering quantities and their timing is one that faces every 

production-inventory system. A considerable amount of effort has been focused on solving these problems 

when demands and production rates are known. Many sophisticated or heuristic procedures, too numerous 

to mention here, have been developed to solve problems of this type. The reader is referred to Puterman 

(2014) for a general overview of stochastic models and analysis in this area. Jensen and Bard (2003) provide 

a general overview of deterministic models. 

Much effort has also been spent on determining production and inventory policies when demand is 
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uncertain. Models of sequential decision making under uncertainty have been widely applied, and structured 

optimal policies, which are easy to understand and implement, have been derived. When demand is random 

and production/supply can be selected accurately and there is a set-up charge for replenishment, then there 

is a broad class of single-product production/inventory control models having optimal (𝑠𝑡 , 𝑆𝑡) policies for 

finite-horizon problems and (𝑠, 𝑆) policies for infinite-horizon problems. Here, we mention just a few 

relevant references. Scarf (1960) introduced the concept of K-convexity to prove the optimality of (𝑠𝑡 , 𝑆𝑡) 

policies for finite-horizon problems with continuous demand. Iglehart (1963) extended the results in Scarf 

(1960) to infinite-horizon problems with continuous demand. Veinott and Wagner (1965) proved the 

optimality of (𝑠, 𝑆) -type policies for both finite-horizon and infinite-horizon problems with discrete 

demand. 

Less attention has been focused on uncertain supply, and much of the concomitant literature has appeared 

recently. In the remainder of this section, we review the research to date on lot sizing in the presence of 

random yields. 

 

4.1 Single-Period Models 

The typical single-period model involves choosing a single lot size to procure or produce to meet a single 

(known or random) demand in order to minimize expected cost or maximize expected profit. The problem 

was first addressed by Karlin (1958) as an agricultural problem with an uncertain harvest yield. In one of 

his models, it was assumed that the only decision available is whether to order (or produce), and that if an 

order is placed, a random quantity with a known and continuous distribution is delivered. Karlin shows that 

if the inventory holding and shortage cost functions are convex increasing in their respective arguments, 

then there is a single critical number of initial on-hand inventory below which one should place an order. 

Otherwise, it is optimal not to order. 
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Shih (1980) first studied the stochastically proportional yield model and showed that the optimal quantity 

can be found using a variation of the news vendor model. For the problem studied in Shih (1980), Noori 

and Keller (1986), obtain closed-form solutions for the optimal order quantity for uniform and exponential 

demand distribution and for various yield distributions. 

Henig and Gerchak (1990) proved the existence of an order point for initial inventory below which an order 

should be placed. They also showed that the value of this order point does not depend upon the yield 

variability under very general conditions in a single-period setting. They pointed out that the optimal policy 

does not have an “order up to point”, not even in expectation. 

 

4.2 Multi-period Models 

Gerchak, Vickson, and Parlar (1988) analyzed a finite-horizon problem with constant costs under the 

assumptions that the distribution of the fraction good is invariant with the production quantity and stationary 

over time, and that demand is stationary. Using a profit maximization objective, they showed that myopic 

policies are not generally optimal, and that order-up-to policies are not in general optimal. 

Henig and Gerchak (1990) further showed that under similar assumptions on the yield rate distribution, 

there exist critical order points for both the finite- and infinite-horizon problems. These critical order points 

are such that no order should be placed if the on-hand inventory level is above the critical order point; 

otherwise, an order should be placed. However, the order quantity is a complicated function of the system 

parameters. For the infinite-horizon problem with stationary demand and costs, the critical order point is 

also stationary. Moreover, they showed that this critical order point is greater than or equal to the one 

obtained when the yield is always 100% in the conventional model. 

Ciarallo, Akella, and Morton (1994) treated the production planning problem for a single product with 

random demand and random capacity. They modeled situations where the yield outcome is a consequence 
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of random capacity, possibly due to machine failures. They showed that the structure of the optimal order 

policy in a multi-period setting is a modified myopic policy. 

Wang and Gerchak (1996) investigated a production planning problem in a periodic review environment 

with variable production capacity, random yields and uncertain demand. For the finite-horizon problem, 

they proved that the objective function (total discounted expected costs) is quasi-convex and that the 

structure of the optimal policy is characterized by a single critical point for the initial stock level at each 

point. They further showed that the solution for the finite-horizon problem converges to that of the infinite-

horizon problem. 

Hwang and Singh (1998) considered a model for planning production in a multi-stage serial production 

system where the output quantity at any stage is the minimum of the input quantity and the realized 

productive capacity, which is random. They showed that the optimal production policy for this system can 

be characterized by two critical numbers, which can be computed a priori, based on the cost parameters and 

distributional information for all downstream stages. 

Khang and Fujiwara (2000) addressed a discrete time inventory model where the maximum amount of 

supply from which instantaneous replenishment orders can be made is a random variable. They made 

restrictive assumptions that the demand is deterministic and constant over time. This is presumably an 

acceptable approximation in the frozen seafood industry, where the daily supply of raw material varies 

randomly and the operator must decide how much of the available supply to process. They characterized 

optimal ordering policies as critical number policies with monotone increasing optimal critical values. 

Li, Xu and Zheng (2008) revisited the infinite-horizon decision problem of a single-item periodic-review 

inventory system under yield and demand. Although the structure is well-known, little is known about the 

order threshold and the optimal order quantities. They derived bounds for both the optimal order quantities 

and order threshold. Then they developed a heuristic based on these bounds. 
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Wang (2009) studied a decentralized supply chain comprised of a single manufacturer and a single 

distributor for a short life-cycle product with random yield and uncertain demand. They considered both 

traditional and vendor-managed-inventory arrangements. They found that higher yield uncertainty leads to 

smaller manufacturer optimal initial production quantities under both arrangements and a larger optimal 

order quantity of the distributor under the traditional arrangement. 

Grasman (2009) formulated the multiple item, multiple period problems with general random yield, 

capacity, backlogging or lost sales, and an infinite or finite horizon, as a stochastic dynamic program. He 

indicated that the structure of the optimal multiple item random yield production policy is not the classical 

“order-up-to” policy. This is not very surprising as Henig and Gerchak (1990) showed that the optimal 

policy for the single-period and single item system with random yield is not of this type. Grasman then used 

dynamic programming and a linear programming transformation to provide a method to specify an optimal 

decision for a given inventory state. 

Yan and Liu (2009) analyzed the situation in which a retailer determines the order quantity and discretionary 

sales amount jointly when a discretionary sales decision is adopted. Demands in consecutive periods were 

assumed independent random variables with known distributions. They obtained the structure of the optimal 

ordering and discretionary sales policy. Their results state that the reorder point and the discretionary sales 

point under deterministic situation are smaller than those under the stochastic situation, respectively. 

Cheong and White (2013) considered a discrete state, discrete decision epoch inventory replenishment 

control problem under supply uncertainty. They assumed that there is no backlogging and the single period 

demand is deterministic. For the infinite horizon, total discounted cost criterion, they presented conditions 

that guarantee the existence of an optimal replenishment policy having a so-called ‘staircase structure’. 

They then used this structure to reduce the computational demands of key steps in policy evaluation. It 

appears that this paper presents a model that most accurately models the problem for the single product 

case that Samsung has interest in and is described above. One key difference is that Cheong and White 
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(2013) assume demand is deterministic and extending this assumption presents foundational challenges that 

we address in following sections.  

Inderfurth and Kiesmuller (2015) considered two different models for the uncertain supply, namely 

binomial and stochastically proportional yield, with positive and constant lead times as well as asymmetric 

demand and yield distribution. They studied the class of stationary linear-inflation policies where orders 

are only placed if the inventory position is below a critical stock level, and where the order quantity is 

controlled by a yield inflation factor. They presented a Markov chain approach and a steady-state analysis 

to derive approximate closed-form expressions for the optimal critical stock level. 

Song and Wang (2017) considered finite-horizon periodic review stochastic inventory control problems for 

a single product with both fixed order cost and uniform random yield. They provided an (𝑋, 𝑌) structure, 

which can provide a clear picture regarding the optimal policy if the initial stock levels are below 𝑋 or 

above 𝑌. But for any initial stock level that falls in between 𝑋 and 𝑌, a partial characterization of the 

optimal policy was provided. They further showed that the optimal order quantity is monotonically 

decreasing in the initial stock level in any period. 

 

5 Basic model – single-product model 

5.1 Problem Statement  

We now present a model of the problem described above for a single product. Our intent is to use the single 

product model as the basis for a multi-product model. 

Let 𝑥(𝑡) represent the number of items of a single product in inventory at the beginning of decision epoch 

𝑡 ∈ {1, 2, . . . }. We allow backlogging; hence, 𝑥(𝑡) ∈ 𝑆 = {. . . , −1, 0, 1, . . . }. Based on this inventory level, 

the decision maker orders 𝑎(𝑡) ∈ 𝐴 = {0, 1, 2, . . . , 𝐶}  items, of which 𝛼(𝑡) ≤ 𝑎(𝑡)  items are 

immediately added to the inventory with probability 𝑃𝐴(𝛼(𝑡)|𝑎(𝑡)), where 
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 ∑ 𝑃𝐴(𝛼(𝑡)|𝑎(𝑡)) = 1𝑎(𝑡)
𝛼(𝑡)=0   

and 𝐶 is the production capacity. Thus, the number of items added to the inventory is less than or equal to 

the number of items ordered. Let 𝑃𝐷(𝑑(𝑡)) be the probability that demand over the period (𝑡, 𝑡 + 1) will 

be 𝑑(𝑡). We assume the random variables 𝛼(𝑡) and 𝑑(𝑡) are independent. Hence, the dynamic equation 

for the inventory level {𝑥(𝑡), 𝑡 = 0, 1, . . . } is 

𝑥(𝑡 + 1) = 𝑥(𝑡) + 𝛼(𝑡) −  𝑑(𝑡) 

with probability 𝑃𝐴(𝛼(𝑡)|𝑎(𝑡)) 𝑃𝐷(𝑑(𝑡)). 

Let 𝑐 > 0 be the production cost per unit, ℎ > 0 the single period holding cost per unit, and 𝑝 > 0 the 

per unit penalty cost of a stock out. Then, 

𝑐𝑎 + ℎ(𝑥 + 𝛼 − 𝑑)+ + 𝑝(𝑑 − 𝑥 − 𝛼)+ 

is the single period cost of ordering 𝑎 units, receiving 𝛼 ≤ 𝑎 units, and experiencing a demand of 𝑑, 

given that the pre-order inventory level was 𝑥, (𝑥 + 𝛼 − 𝑑)+ is the number of items in inventory after 

demand has been satisfied, and (𝑑 − 𝑥 − 𝛼)+ is the number of back orders, where (𝑦)+ = max(0, 𝑦). 

A policy 𝜋 maps the set of current inventory level into the set of all replenishment decisions; i.e., 𝜋: 𝑆 →

𝐴. Our objective is to determine a policy, which we call an optimal policy, that minimizes the expected 

total discounted cost over the infinite horizon over the set of all policies. See Puterman (2014) for more 

details about Markov decision process models and the analysis of sequential decision making problems 

under uncertainty for similar inventory systems. 

 

5.2 Modeling & Analysis  

Let 𝑉 be the set of all bounded real-valued functions on 𝑆, 𝛾 < 1 be the discount factor, and define the 
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operator 𝐻: 𝑉 → 𝑉 as follows: 

[𝐻𝑣](𝑥) = min
0≤𝑎≤𝐶

{𝑐𝑎 + ∑ 𝑃𝐷(𝑑) ∑ 𝑃𝐴(𝛼|𝑎)

𝑎

𝛼=0

∞

𝑑=0

[ℎ(𝑥 + 𝛼 − 𝑑)+ + 𝑝(𝑑 − 𝑥 − 𝛼)+ + 𝛾𝑣(𝑥 + 𝛼 − 𝑑)]}. 

Let 𝜉 = 𝑑 − 𝛼, and note  

𝑃𝜉 (𝜉|𝑎) = ∑ 𝑃𝐴(𝛼|𝑎)

𝑎

𝛼=0

𝑃𝐷(𝜉 + 𝛼) = ∑ 𝑃𝐷(𝑑)𝑃𝐴(𝑑 − 𝜉|𝑎).

∞

𝑑=0

 

Then, 

[𝐻𝑣](𝑥) = min
0≤𝑎≤𝐶

{𝑐𝑎 + ∑ 𝑃𝜉(𝜉|𝑎)

∞

𝜉=−𝑎

[ℎ(𝑥 − 𝜉)+ + 𝑝(𝜉 − 𝑥)+ + 𝛾𝑣(𝑥 − 𝜉)]} . 

Results in Puterman (2014) imply that 𝐻 is a contraction mapping and hence there exists a unique solution 

to 𝑣 = 𝐻𝑣; Let 𝑣∗ represent this solution. Furthermore, let 𝑣0 ∈ 𝑉 and define {𝑣𝑛} by 𝑣𝑛+1 = 𝐻𝑣𝑛. 

Then, lim
𝑛→∞

‖𝑣𝑛 − 𝑣∗‖ = 0, where ‖∙‖ is the supremum norm.  

Let policy 𝜋∗ be such that  

[𝐻𝑣∗](𝑥) = 𝑐𝜋∗(𝑥) + ∑ 𝑃𝜉 (𝜉|𝜋∗(𝑥))

∞

𝜉=−𝑎

[ℎ(𝑥 − 𝜉)+ + 𝑝(𝜉 − 𝑥)+ + 𝛾𝑣∗(𝑥 − 𝜉)] 

for all 𝑥 ∈ 𝑆. Then 𝜋∗ is an optimal policy and is independent of decision epoch. Additionally, 𝑣∗(𝑥) is 

the expected minimum total discounted cost over the infinite horizon, given initial inventory 𝑥. We seek 

𝑣∗ and 𝜋∗, and the equation 𝑣𝑛+1 = 𝐻𝑣𝑛 offers a computational procedure for finding 𝑣∗.  

We remark that the equation 𝑣𝑛+1 = 𝐻𝑣𝑛 is often referred to as the dynamic programming algorithm. 

Dynamic programming balances the cost accrued between the current decision epoch and the next decision 

epoch, which is the single period cost  
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𝑐𝜋∗(𝑥) + ∑ 𝑃𝜉 (𝜉|𝜋∗(𝑥))

∞

𝜉=−𝑎

[ℎ(𝑥 − 𝜉)+ + 𝑝(𝜉 − 𝑥)+], 

and the total discounted cost to be accrued over the remainder of the planning horizon, which is the 

expression 

   ∑ 𝑃𝜉(𝜉|𝜋∗(𝑥))∞
𝜉=−𝑎 [𝛾𝑣∗(𝑥 − 𝜉)]. 

Also, note that an optimal policy 𝜋∗ is a rule (sometimes referred to as a production rule or production 

plan) that takes the current inventory level and determines the replenishment decision for all possible 

inventory levels. Thus, if uncertainty in supply and/or demand results in an unexpected inventory level, the 

optimal policy provides, with little or no delay, the revised production plan without the need for extensive 

plan adjustment by human planners. 

 

5.3 Conjectures 

We now present several conjectures. We show some of these conjectures hold, with the remaining 

conjectures under consideration. Let  

𝐿(𝑥, 𝑎) =  𝑐𝑎 + ∑ 𝑃𝜉(𝜉|𝑎)

∞

𝜉=−𝑎

[ℎ(𝑥 − 𝜉)+ + 𝑝(𝜉 − 𝑥)+] 

and hence 

[𝐻𝑣](𝑥) = min
0≤𝑎≤𝐶

{𝐿(𝑥, 𝑎) + 𝛾 ∑ 𝑃𝜉(𝜉|𝑎)

∞

𝜉=−𝑎

𝑣(𝑥 − 𝜉)} 

C1: For fixed 𝑎, 𝐿(𝑥, 𝑎) is convex in 𝑥. 

The proof follows from the fact that (𝑥 − 𝜉)+ 𝑎nd (𝜉 − 𝑥)+ are both convex in 𝜉 and the weighted sum 
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of convex functions is convex if the weights are non-negative. 

Let 𝛿𝑛
∗(𝑥) attain the minimum in [𝐻𝑣𝑛](𝑥); assume 𝛿𝑛

∗(𝑥) is the smallest such action to do so. 

C2: 𝑥 ≤ 𝑥′ ⟹  𝛿𝑛
∗(𝑥) ≥ 𝛿𝑛

∗ (𝑥′) ∀𝑛. 

This conjecture states that the more inventory we have, the less we need to order. A sufficient condition for 

C2 to hold for 𝑛 = 0 is: 𝑥 ≤ 𝑥′ and 𝑎 ≤ 𝑎′  ⟹  

𝐿(𝑥, 𝑎′) − 𝐿(𝑥, 𝑎) ≤ 𝐿(𝑥′, 𝑎′) − 𝐿(𝑥′ , 𝑎) 

or equivalently 

𝐿(𝑥′, 𝑎) − 𝐿(𝑥, 𝑎) ≤ 𝐿(𝑥′, 𝑎′) − 𝐿(𝑥, 𝑎′) (1) 

Note 

𝐿(𝑥′, 𝑎) − 𝐿(𝑥, 𝑎) = ∑ 𝑃𝜉(𝜉|𝑎)

∞

𝜉=−𝑎

[ℎ((𝑥′ − 𝜉)+ − (𝑥 − 𝜉)+) + 𝑝((𝜉 − 𝑥′)+−(𝜉 − 𝑥)+)] 

Since 

𝜉 − 𝑥 = (𝜉 − 𝑥)+ − (𝑥 − 𝜉)+ 

it follows that 

𝐿(𝑥′, 𝑎) − 𝐿(𝑥, 𝑎) = ∑ 𝑃𝜉(𝜉|𝑎)

∞

𝜉=−𝑎

[(ℎ + 𝑝)((𝑥′ − 𝜉)+ − (𝑥 − 𝜉)+) − 𝑝(𝑥′ − 𝑥)] (2) 

We note that the term in brackets in (2) is non-increasing in 𝜉 for 𝑥 ≤ 𝑥′. Lemma 4.7.2 in Puterman 

(2014) implies that (1) holds if:  

𝑎 ≤ 𝑎′ ⟹  ∑ 𝑃𝜉(𝜉|𝑎′)𝜉≥𝑘 ≤ ∑ 𝑃𝜉(𝜉|𝑎)𝜉≥𝑘  ∀𝑘, 

which in turn holds if: 
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𝑎 ≤ 𝑎′ ⟹  ∑ 𝑃𝐴(𝛼|𝑎)𝛼≥𝑘 ≤ ∑ 𝑃𝐴(𝛼|𝑎′)𝛼≥𝑘  ∀𝑘 (3). 

 

Thus, if (3) holds, then C2 holds and we have proven C2. We remark that (3) implies that the more we 

order, we should expect that the number of goods received should also increase, which in this context 

appears to be a most reasonable assumption. 

We now present several conjectures that are under investigation. Let 𝑥0 be such that 𝛿0
∗(𝑥0) = 0 and 

𝑥 < 𝑥0 ⟹ 𝛿0
∗(𝑥) ≠ 0. Thus, 𝑥0 is the smallest state where no replenishment is optimal.  

C3: 𝛿0
∗(𝑥) ≥ 𝑥0 − 𝑥 ∀𝑥 ≤ 𝑥0. 

C4: The problem is myopic and hence 𝛿𝑛
∗ (𝑥) = 𝛿0

∗(𝑥) ∀𝑥 𝑎𝑛𝑑 𝑛.  

C5: (i) 𝑣1(𝑥) = 𝐿(𝑥, 0) ∀𝑥 < 𝑥0 and (ii) 𝑣1(𝑥) is convex and non-decreasing. 

C6: 𝛿0
∗(𝑥) − (𝑥0 − 𝑥) is non − increasing in x < 𝑥0  

Conjectures C3 through C6 are intuitive. C3 implies that the less inventory we have, the more we should 

order, and if we are short 𝑥0 − 𝑥 items in inventory, we should order more than this number to compensate 

for the fact that we tend to receive fewer items than we order. C6 is similar in intent to C3 and indicates 

that the more we order, the more we should expect the gap to be between the amount ordered and the amount 

received. Both C3 and C6 are true for the problem considered in Cheong and White (2013), which considers 

the case where demand is deterministic but supply is uncertain.  

C4 is somewhat speculative. C4 states that the policy that is optimal for the single period problem is optimal 

for any multi-period problem. We note that there exists an optimal policy that is myopic when supply is 

certain and demand is uncertain and this characteristic greatly simplifies analysis and implementation. Even 

though an optimal policy is not myopic, a myopic policy may be a good suboptimal policy for problems of 

this type.  
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C5 is a technical assumption that is true for the case where only demand is uncertain and, when true, 

significantly simplifies analysis. In summary, we would expect optimal policies for the Samsung problem 

to satisfy C3 and C6 and for good sub-optimal policies, if not optimal polices, to satisfy C4. 

  

5.4 Solution algorithm 

We now present an algorithm based on the value iteration algorithm (Howard 1960, Puterman 2014) for 

solving the single-product model presented in section 5.1 in the following pseudo code: 

1. Inputs: 

a. 𝑆  is the set of all states of interest, i.e. a truncated set of the countable infinite set 

{. . . , −1, 0, 1, . . . }. 

b. 𝑐 is the unit production cost, ℎ is the unit holding cost, 𝑝 is the unit penalty cost, and 𝐶 is t

he production capacity. 

c. 𝑃𝐷(∙) is the demand distribution and {𝑃𝐴(∙ |𝑎)}𝑎 is the set of conditional supply distribution. 

d. 𝛾 is the discount factor. 

e. 휀 > 0 is a threshold for terminal condition.  

2. Outputs: 

a. 𝑣𝜀 is the 휀-optimal value function. 

b. 𝜋𝜀 is the 휀-optimal policy. 

3. Specify 𝜖 > 0, assign 𝑣0(𝑥) = 0 ∀𝑥 ∈ 𝑆 and set 𝑛 = 0. 

4. For each 𝑥 ∈ 𝑆, compute 𝑣𝑛+1(𝑥) by 
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𝑣𝑛+1(𝑥) = min
0≤𝑎≤𝐶

{𝑐𝑎 + ∑ 𝑃𝐷(𝑑) ∑ 𝑃𝐴(𝛼|𝑎)

𝑎

𝛼=0

∞

𝑑=0

[ℎ(𝑥 + 𝛼 − 𝑑)+ + 𝑝(𝑑 − 𝑥 − 𝛼)+ + 𝛾𝑣𝑛(𝑥 + 𝛼 − 𝑑)]}. 

5. If ‖𝑣𝑛+1 − 𝑣𝑛‖∞ < 𝜖
1−𝛾

2𝛾
, let 𝑣𝜀 ≡ 𝑣𝑛+1 and go to step 4. Otherwise increment 𝑛 by 1 

and return to step 2. 

6. For each 𝑥 ∈ 𝑆, choose  

𝜋𝜀(𝑥) ∈ arg min
0≤𝑎≤𝐶

{𝑐𝑎 + ∑ 𝑃𝐷(𝑑) ∑ 𝑃𝐴(𝛼|𝑎)

𝑎

𝛼=0

∞

𝑑=0

[ℎ(𝑥 + 𝛼 − 𝑑)+ + 𝑝(𝑑 − 𝑥 − 𝛼)+ + 𝛾𝑣𝜀(𝑥 + 𝛼 − 𝑑)]} 

 

5.5 Numerical experiments 

In this section, we conduct two types of computational experiments: (1) time performance and (2) 

sensitivity analysis associated with model parameters. We implement the proposed algorithm in section 5.3 

for two single-product models, one with only supply uncertainty and the other with both supply and demand 

uncertainty. Although the former model is in fact a special case of the latter one, the comparison between 

them is still meaningful. Frist, the results for the simplified model would make it easier for us to detect and 

understand the structure of the optimal policy for the general model, since supply uncertainty factor might 

have more impact on the structure of the optimal policy as supply uncertainty is dependent on the decision 

made. Second, the comparison of the results from two models would provide us with insights about how 

demand uncertainty would influence the optimal policy. 

We specify the distributions we use for our experiments: 

i. Supply conditional distributions 

For each action 𝑎 ∈ [0, 𝐶], the supply conditional distribution  

𝑃𝐴(𝛼|𝑎) = 𝐵𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝑎, 𝜌) = (𝑎
𝛼)𝜌𝛼(1 − 𝜌)𝑎−𝛼  ∀𝛼 ∈ [0, 𝑎]. 
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ii. Demand distribution 

We consider the discrete triangular distribution for the demand distribution with the mode 𝑑 

(which is the deterministic demand for the supply uncertainty model) and the support 

[max(0, 𝑑 − 10), 𝑑 + 10].  

Note that in step 4 of the proposed algorithm, to update the value of inventory level 𝑥 ∈ 𝑆 that is close to 

either ends, we might have to use the values of states beyond 𝑆, which are unknown. To deal with this issue, 

we use linear extrapolation to estimate the unknown states’ values based on the prior knowledge that the 

value function would be approximately linear when states are not too far beyond the original range.  

 

5.5.1 Time Performance 

We measure the time performance of the proposed algorithm. We vary the size of the demand 𝑑

∈ {10, 30, 50, 70, 90} and set 𝑆 = [−𝑑, 2𝑑] and 𝐶 = 3𝑑 accordingly. We use the following parame

ter values for the computational experiments: 𝑐 = 0, ℎ = 3, 𝑝 = 10, 𝛾 = 0.7, 𝜌 = 0.9, 휀 = 0.01. 

 

Figure 6 Problem-solving time of the proposed algorithm for deterministic and stochastic demand cases. 
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Figure 7 Problem-solving time: standard DP vs DP using conjectures as heuristic. 

Figure 6 shows that the solution times for the algorithm grow exponentially for the stochastic demand case 

as demand increases and at a significantly slower rate for deterministic demand. The result demonstrates 

the curse-of-dimensionality for solving Markov decision processes using dynamic programming, on which 

all of our solution methods are based. Since demand is unlikely to be adequately described deterministically, 

we are motivated to investigate whether or not there exists a structured optimal policy and/or optimal value 

function that can significantly improve computational tractability. Figure 7 shows that the structured results 

conjectured in section 5.3 significantly speed up the solution algorithm.  

  

5.5.2 Sensitivity Analysis 

In this section, we investigate how the optimal policies for deterministic and random demand cas

es are sensitive to changes in various model parameters. 

 

1) Unit holding cost 

We vary the value of holding cost ℎ ∈ {3, 6, 9} and use the following parameter values for the c

omputational experiments: 𝑆 = [−20, 40], 𝐶 = 60, 𝑐 = 0, 𝑝 = 10, 𝛾 = 0.7, 𝜌 = 0.9, 휀 = 0.01. 
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Figure 8 Optimal policies in deterministic and stochastic demand cases for 𝒉 ∈ {𝟑, 𝟔, 𝟗}.  

 

Figure 8 shows that the optimal policy in uncertain demand case is more sensitive to changes of ℎ than 

that of deterministic demand model. Figure 8 also implies that we should order/produce less items as ℎ 

increases for a fixed inventory level in both cases.  

 

2) Unit penalty cost 

We vary the value of penalty cost 𝑝 ∈ {5, 10, 15} and use the following parameter values for the 

computational experiments: 𝑆 = [−20, 40], 𝐶 = 60, 𝑐 = 0, ℎ = 3, 𝛾 = 0.7, 𝜌 = 0.9, 휀 = 0.01. 
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Figure 9 Optimal policies in deterministic and stochastic demand cases for 𝒑 ∈ {𝟓, 𝟏𝟎, 𝟏𝟓}. 

 

Figure 9 shows that the optimal policy is more sensitive to changes of 𝒑 in random demand case, and 

Figure 9 points out that more items should be ordered/produced as 𝒑 increases for a fixed inventory level 

in both cases. 

 

3) Success Probability 

We vary the value of success probability 𝜌 ∈ {0.6, 0.75, 0.9} and we use the following parameter 

values for the computational experiments: 𝑆 = [−20, 40], 𝐶 = 100, 𝑐 = 0, ℎ = 3, 𝛾 = 0.7, 𝑝 = 10, 휀 =

0.01. 
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Figure 10 Optimal policies in deterministic and stochastic demand cases for 𝝆 ∈ {𝟎. 𝟔, 𝟎. 𝟕𝟓, 𝟎. 𝟗}. 

 

Figure 10 verifies the intuition that as 𝜌 decreases (i.e. supply becomes more uncertain) the optimal action 

for a fixed state will be larger. We also find from Figure 10 that the optimal policy is more sensitive to 

changes of 𝜌 in deterministic demand model. That might because the extent of uncertainty changes more 

in deterministic demand case as the parameter 𝜌 varies. As opposed to random demand case where there 

are both supply and demand uncertainties, deterministic demand model only has one uncertainty source, 

i.e. uncertain supply. Thus, the degree of uncertainty of the problem is completely determined by the amount 

of supply uncertainty, which in our case is determined by the parameter 𝜌. 

 

4) Discount factor 

We vary the value of success probability 𝛾 ∈ {0.5, 0.7, 0.9} and use the following parameter value

s for the computational experiments: 𝑆 = [−20, 40], 𝐶 = 60, 𝑐 = 0, ℎ = 3, 𝑝 = 10, 𝜌 = 0.9, 휀 = 0.01.  
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Figure 11 Optimal policies in deterministic and stochastic demand cases for 𝜸 ∈ {𝟎. 𝟓, 𝟎. 𝟕, 𝟎. 𝟗}. 

Figure 11 shows that the optimal policy seems insensitive to changes in the parameter 𝛾  though this 

property is not the case for general MDP problems. 

In a nutshell, the optimal policy may be more sensitive to changes in unit holding and penalty cost in random 

demand case, might be more sensitive to changes in success probability in deterministic demand case, and 

appears to be insensitive to changes in discount factor in both cases. 

 

6 Extensions 

We now present six extensions of the single product model defined and analyzed in Section 5. The first of 

these extensions addresses the multi product case and how the single product model can be used in the 

development of heuristics.  

The second extension is focused on the risk of a stock out for the single product case that can be extended 

to the multi product case. We use a chance constraint approach for identifying the penalty parameter 𝑝 that 

insures the chance constraint is satisfied. Thus, we indirectly satisfy the chance constraint without explicitly 

considering it in the problem formulation and do so in order to avoid violating a key principle, the Principle 

of Optimality, that is needed in order to insure the usefulness of our algorithms. The third extension 
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addresses how we can use machine learning and other data-driven tools to update various probabilities 

needed by the models for analysis.  

The fourth extension addresses the reality that manufacturing is a multi-stage process and each stage can 

introduce its own set of output uncertainties, which in turn are supply uncertainties for the next stage. The 

fifth extension examines the sources of uncertainty in more detail, noting that these sources include supply, 

demand, and lead time uncertainties. The last extension involves a management coordination issue between 

the organization that determines the production plan and the organization that carries out, and possibly 

modifies, that production plan.  

 

6.1 Multi-product model 

We now outline how the multi-product problem can be addressed, based on the single product model 

described in Section 5. Assume we have 𝑀 products, each of which is modeled by the model presented in 

Section 5, specialized to the particular product. We assume for the multi-product case that the sum of all 

replenishment decisions is capacity constrained. Figure 12 provides a description of the multi-product 

problem.  

 

 

Figure 13 An illustration on a multi-product model 

 

This problem considers a common inventory for all products. Hence, we assume that the holding cost is 
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common for all products but that the penalty cost can vary for each product.  

More formally, assume 𝑎𝑚(𝑡) is the replenishment decision for product m at decision epoch 𝑡 and 𝐶 is 

the total systems level capacity constraint. Then, ∑ 𝑎𝑚(𝑡)𝑚 ≤ 𝐶 for all 𝑡 over the problem horizon. We 

remark that if the sum is less than 𝐶, then the product lines operate essentially independently. However, if 

the sum is exceeded, then a (global) decision must be made as to how best to apportion the total capacity 

𝐶 to the individual products. More specifically, let 𝑥𝑚(𝑡) represent the number of items of product m in 

inventory at the beginning of decision epoch 𝑡, and let 𝛿𝑚
∗ (𝑥) be the optimal decision rule when 𝑎𝑚(𝑡) =

𝑥. Then, we want to determine 𝑐𝑚(𝑡) ≥ 0 such that 𝑎𝑚(𝑡) = 𝛿𝑚
∗ (𝑥) − 𝑐𝑚(𝑡) such that sum over all m of 

𝛿𝑚
∗ (𝑥) − 𝑐𝑚(𝑡) ≤ 𝐶. A way of allocating the common inventory to the individual products is on the basis 

of non-increasing order of per unit penalty cost. Thus,  

 

𝛼[1]
∗ = 𝑚𝑖𝑛{𝑑[1], 𝑠 + 𝛼} 

… 

𝛼[𝑚]
∗ = 𝑚𝑖𝑛 {𝑑[𝑚], 𝑠 + 𝛼 − ∑ 𝑑[𝑖]

[𝑚−1]

𝑖
} 

where [i](𝑖 = 1, … , 𝑚) is defined by sorting the per unit penalty in a non-increasing order (i.e., 𝑝[1] ≥

⋯ ≥ 𝑝[𝑚]. 

 

An alternative model for consideration that seems to be more applicable for the real situation at Samsung 

and is a topic for future research which is described as follows.  
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Figure 14 A generalized multi-product model 

 

The multi-product model illustrated in Figure 15 only considers a decision on the optimal ordering quantity 

for common inventory which each product shares for its production. However, we can consider a 

generalized problem where each product has its own inventory and probability distribution of random yield 

that is different from each other but where there is some restriction on the capacity of common production 

equipment. In a typical semiconductor manufacturing process, each product can have different probability 

distribution for the random yield, because the yield tends to depend on the combination of equipment and 

product type such as density, speed, power and so on, due to different technology applied for each product. 

Moreover, the inventory as well as the backlog for each type of products can also be separately carried. The 

objective is to determine the optimal ordering quantity for each product which minimizes the total cost 

including production (ordering) cost which is proportional to the amount of each product, holding cost and 

penalty cost for all products subject to the restriction on the common capacity of the production equipment 

where the sum of the amount of all products to be ordered should not exceed that common capacity. 

 

6.2 Choosing p to satisfy a chance constraint.  

Customer service level for a single product inventory model is often described as a chance constraint. An 

example of a chance constraint is 𝑃{𝑥(𝑡) + 𝛼(𝑡) ≥ 𝑑(𝑡)} ≥ 0.975, which if satisfied would guarantee that 

there will be sufficient items produced to ensure that a stock out will occur with less than probability 0.025. 
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A difficulty with including chance constraints in the criterion of a model of sequential decision making 

under uncertainty is that the Principle of Optimality can be violated, thus possibly causing dynamic 

programming to produce sub-optimal decisions. The challenge is insuring that the customer service level is 

satisfied, given the current criterion with parameters ℎ and 𝑝, without violating the Principle of Optimality. 

We remark that ℎ , the holding cost per unit period per unit of inventory, can often be realistically 

determined or closely approximated. However, the penalty for stocking out per unit period per unit of sales 

lost is more difficult to realistically quantify, justifying the use of 𝑝 as a design parameter. 

We wish to determine 𝑝 so that desired chance constraint is satisfied without violating the Principle of 

Optimality. In so doing, we assume that 𝑃{𝑥(𝑡) + 𝛼(𝑡) > 𝑑(𝑡)}  increases as 𝑝/ℎ  increases. This 

assumption is intuitive, although at this point unproven. This assumption implies that a simple search can 

be used to adjust the value of 𝑝 until 𝑃{𝑥(𝑡) + 𝛼(𝑡) > 𝑑(𝑡)} equals or is slightly larger than the desired 

lower bound, suggesting the following algorithm: 

1) For given 𝑝 and 𝑥, determine 𝜋∗(𝑥) using the solution algorithm.  

2) Determine the resulting 𝑃(𝑥 > 𝑑– 𝛼), using 𝑃𝐴(𝛼| 𝜋∗(𝑥)) and 𝑃𝐷(𝑑).  

3) If 𝑃(𝑥 > 𝑑– 𝛼 ) is too low (high), then increase (decrease) 𝑝 and go to step 1.  

 

6.3 Data-driven forecasting.  

The single product model described in Section 5 assumes 𝑃𝐴(𝛼|𝑎) and 𝑃𝐷(𝑑) are given. However, it 

would be desirable to adjust these probabilities as production productivity changes, in the case of 𝑃𝐴(𝛼|𝑎), 

and/or as customer demand changes, in the case of 𝑃𝐷(𝑑). Ideally, adjusting these two probabilities would 

be data-driven, where the data come from different sources. Production data would be used to update 

𝑃𝐴(𝛼|𝑎); customer demand data would be used to update 𝑃𝐷(𝑑).  
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We now describe how 𝑃𝐷(𝑑) might be more accurately updated, using data additional to customer demand 

data. Customer demand might be affected by forces outside the control of Samsung and/or Samsung’s 

customers. More specifically, let 𝑒(𝑡) be the state of the (macro) economy at time 𝑡, which we assume 

cannot be observed directly (i.e., is partially observable) and is not affected by inventory replenishment 

decisions. Let 𝑧(𝑡) be data that become available at time 𝑡 and represent observations of the state of the 

economy and is in addition to the demand data 𝑑(𝑡), which also represents observations of the state of the 

economy. Examples of 𝑧(𝑡) might be housing starts, measures of consumer confidence, etc. Our objective 

is to use these data to better understand the current state of the economy and hence to be able to better 

forecast product demand.  

Many demand forecast methods are based on estimates of the conditional probability 

𝑃{𝑒(𝑡)| all current and former values of 𝑑 and 𝑧}, the probability that the state of the economy is 𝑒(𝑡), 

given all current and former product demand data and all current and former observations of the state of the 

economy in addition to demand data. This conditional probability can be constructed from three other 

conditional probabilities, 𝑃{𝑒(𝑡 + 1)|𝑒(𝑡)}, 𝑃{𝑧(𝑡 + 1)|𝑒(𝑡 + 1), 𝑒(𝑡)}, and 𝑃{𝑑(𝑡 + 1)|𝑒(𝑡 + 1), 𝑒(𝑡)}.  

These probabilities will be based on different data sets. Economic data may provide 𝑃{𝑒(𝑡 + 1)|𝑒(𝑡)} and, 

at least partially, provide 𝑃{𝑧(𝑡 + 1)|𝑒(𝑡 + 1), 𝑒(𝑡)} . However, 𝑃{𝑑(𝑡 + 1)|𝑒(𝑡 + 1), 𝑒(𝑡)}  will be 

based on actual demand data of the specific product, these data are unlikely to be extensive, and hence this 

third conditional probability is a target for innovative data analysis, e.g., machine learning and other tools 

and techniques (Yu et al., 2016; Flunkert et al, 2017; and Rangapuram et al., 2018). If so, an extension of 

the Markov decision process that allows for inaccurate state observations, the partially observed Markov 

decision process, can be used to model this problem. Solution procedures and other details can be found in 

Bishop and White (2019).  

 

6.4 Multi-stage model  
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In reality of Samsung, each semiconductor production line has a very large and complex network with many 

manufacturing stages and possible routes where semi-components are assembled together, split or 

distributed into different equipment or locations. In such an environment, it is quite common that two or 

more stages in the production line can have random yield due to the unreliability of manufacturing 

equipment. Therefore, it would be worth to consider a multi-stage model where each stage can have random 

yields and the production result in a particular stage can affect the production in its next stage. How many 

items in which stage should be produced or maintained is also one of the important issues in Samsung’s 

production planning decisions.  

For the first step, we consider an N-stage serial production system as shown in Figure 16. Single product 

items are produced from the first stage, say stage N, to the last stage, say stage 1, to satisfy customer 

demands. At each stage, the yield can be random due to uncertain capacity or cycle time which can result 

from machine failures, tool unavailability, operating parameter readjustments for the equipment, etc. We 

assume that the random yield at each stage and customer demand are mutually independent. The objective 

of the problem is to determine the optimal ordering (production) policy at each stage to minimize the total 

costs including proportional ordering (production) cost, holding cost and penalty cost over all planning 

horizon and through all production stages. 

There has been little research which deals with this multi-stage problem. Hwang and Singh (1998) have 

studied an N-stage serial production network with fixed setup costs incorporated. However, to the best of 

our knowledge, there has been no research that considers a discrete-state model, whereas Hwang and Singh 

proposed a continuous-state model. In Samsung’s reality, a discrete state is a reasonable assumption since 

actual production should be made in batch or box-size levels for efficient production, inventory handling 

and delivery to customers. Therefore, we argue that it is of value to consider a discrete model for a multi-

stage random yield problem as one of our research projects in the future. 
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Figure 17 An illustration on a serialized multi-stage model 

 

6.5 Random yield and uncertain lead time model 

In general, the semiconductor manufacturing environment has various sources of random supply including 

random yield of each piece of manufacturing equipment, uncertain (or random) production capacity of the 

equipment/suppliers/vehicles, and uncertain lead time (production/delivery time). Most conventional 

random yield models, including the single product model presented in Section 5, can be used in such a way 

that these sources of supply randomness are aggregated into one source. However, such models have some 

limitations in accurately modeling Samsung’s real application and hence different sources of random supply 

should be incorporated separately in a model. First, the data for each randomness of supply such as 

production cycle time and yield are gathered and kept separately so that it is almost impossible to calculate 

a probability distribution for the aggregated random supply. In addition, some semiconductor products, 

especially IC chips for foundry business, keep being traced from the entry of the production line until the 

final delivery to customers so that we have to distinguish products for each period according to when they 

have been ordered. This situation motivates us to consider an integrated random yield and lead time problem 

which is described as follows.  

Items of a single product, ordered prior to some period of time (i.e., production lead time), arrive at the 

current period; however, the number of items that arrive is equal to or less than the ordered amount due to 
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the random yield of the manufacturing equipment. Moreover, one or more orders can arrive in the current 

period because of the random lead time so that they can help satisfy the demand of the current period. 

Figure 18 briefly illustrates how the system works for each period under random yield and lead time.  

The integrated random yield problem with lead time considered has not been much studied thus far except 

by Inderfurth and Kiesmüller (2015). These authors proposed a discrete model and its exact and heuristic 

solution algorithms assuming a deterministic lead time and a stationary linear-inflation ordering policy. We 

can also start with a deterministic lead time model first and extend its results into a random lead time model. 

 

 

Figure 19 An uncertain lead time and random yield model 

 

6.6 Future production forecasting 

In Samsung’s semiconductor business, master production plan (MP) is one of the most critical decisions 

because it is a production/supply target in an operational level that all relevant organizations including 

manufacturing operations team (say Operations), material purchase team, and customer sales team must 

achieve to satisfy customer demands with low costs, as well as that it plays a role of a promise with its 

customers that should be delivered to them. In that sense, Operations are evaluated every week according 

to how closely they achieve the weekly production target created by the APS-MP system, and they strive to 
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produce as much as possible to achieve this weekly MP target.  

But Samsung has been suffering some problems in the above point. Operations tend to produce more than 

they are requested to produce because they should be penalized unless the weekly target by the MP. So, we 

observe that the actual amount of production is always greater or equal to the MP, despite of random yield 

by each manufacturing equipment which is always less than the amount of production ordered. As a 

consequence, Operations begin not to trust the MP and to execute production according to their own 

judgement, and human planners who confirms the MP tend to adjust the MP by anticipating how many 

items would be expected to be produced, which results in low reliability of the APS-MP system and much 

workload of the human planners from plan adjustment.  

In this section, we address this problem in detail in an academic view and also propose some solutions for 

how to minimize the gap between the optimal plan and the actual results and how to exactly predict the 

expected production amount in future period by applying the result of our research. 

Assume that we have determined that 𝑎(𝑡) is an optimal production plan. We expect this production plan 

will provide an actual yield of ∑ 𝛼𝑃(𝛼|𝑎(𝑡))𝛼  , where 𝛼 > 𝑎  implies 𝑃(𝛼|𝑎) = 0 . If Operations is 

properly incentivized to choose an optimal production plan, then their production decision �̂�(𝑡) should 

equal 𝑎(𝑡). However, if Operations is penalized if actual yield falls below ∑ 𝛼𝑃(𝛼|𝑎(𝑡))𝛼 , then we would 

anticipate, and reasonably so, that Operations would choose �̂�(𝑡) ≥ 𝑎(𝑡). 

We can assume that if �̂�(𝑡) ≥ 𝑎(𝑡) , then ∑ 𝛼𝑃(𝛼|𝑎(𝑡))𝛼≥𝑘 ≤ ∑ 𝛼𝑃(𝛼|�̂�(𝑡))𝛼≥𝑘  , ∀𝑘 . If so, the actual 

yield resulting from a production decision �̂�(𝑡) can exceed 𝑎(𝑡), as has apparently been the case in the 

past. A way to incentivize Operations to agree to an optimal production plan is to provide a reward structure, 

as a function of actual yield, that is symmetric around ∑ 𝛼𝑃(𝛼|𝑎(𝑡))𝛼 , which would mitigate the risk, from 

the perspective of Operations, of a stockout. 

Who, then, would be responsible for the risk of a stock out? A possible answer: whoever determines 𝑎(𝑡). 
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If so, then how can the production plan be determined so as to reduce the likelihood of a stock out to an 

acceptable level? One approach would be to sufficiently increase 𝑝, since 𝑎(𝑡) is monotonically non-

decreasing in 𝑝 , until an agreed upon chance constraint is satisfied; i.e., until 𝑃{𝑠(𝑡 + 1) ≥ 0}  is 

sufficiently high.  

In an attempt to model the current situation, let 𝑓 be such that 𝑓(𝑎) = �̂�, assuming 𝑓(𝑎) ≥ 𝑎, for all 𝑎. 

Then, actual yield can exceed 𝑎  if the production plan 𝑎  is in reality implemented as 𝑓(𝑎) . Assume 

𝑓(𝑎) = 𝜆𝑎, 𝜆 ≥ 1. That is, if planners choose production plan 𝑎, then Operations implements production 

plan 𝜆𝑎. The resulting yield is 𝛼 with probability 𝑃(𝛼|𝜆𝑎), and hence it is possible that the actual yield 

is greater than production plan 𝑎. What if the planners choose 𝑎 𝜆⁄ ? Then Operations would be expected 

to choose 𝜆 ∙ 𝑎 𝜆⁄ = 𝑎, presumably the ideal choice. However, 𝑎 𝜆⁄  might seem unusual to Operations, 

which might compel Operations to adjust their decision and hence change 𝜆. 

We can use data to determine 𝜆 as follows. Assume the data {(𝑎𝑛, 𝛼𝑛), 𝑛 = 1, … , 𝑁} are given, where 𝑎𝑛 

is the plan and 𝛼𝑛  is the actual yield. A first approach for determining 𝜆 is to solve 

 𝜆1 = arg min
𝜆≥1

{∑ |𝛼𝑛 − ∑ 𝛼𝑃(𝛼|𝜆𝑎𝑛)𝛼 |𝑁
𝑛=1 }. 

Please note that how the term ∑ |𝛼𝑛 − ∑ 𝛼𝑃(𝛼|𝜆𝑎𝑛)𝛼 |𝑁
𝑛=1  is functionally related to 𝜆 is a topic for future 

research.  

A second approach for determining 𝜆 would be to determine the smallest 𝜆 such that 𝛼𝑛 ≤ 𝜆𝑎𝑛  ∀𝑛 ⟺ 

𝜆2 = max
𝑛

{𝛼𝑛|𝑎𝑛}. 

By integrating these two approaches, we can determine a final value for 𝜆, which best describes the actual 

production, simply by 𝜆∗ = max{𝜆1, 𝜆2}. 

In summary, we can obtain a predicted value for the actual production in the future by the following 

procedure.  
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Step1. Solve a basic model: the optimal production plan (i.e., 𝑎(𝑡)) is obtained. 

Step2. Find the optimal 𝜆∗ such that 𝜆∗ = max{𝜆1, 𝜆2}. 

Step3. Calculate ∑ 𝛼𝑃(𝛼|𝜆∗𝑎)𝛼 . 

 

7. Conclusions 

The research presented in this report identifies directions for the development of a next generation Samsung 

master advanced planning and scheduling (APS) model for semiconductor device products. The next 

generation APS is intended to reduce the extensive effort now required by human planners to adjust the 

production plan after the solution of the current LP-based APS software system has been determined. The 

research presented in this report provides a path for the development of: (1) a new APS model that explicitly 

takes into consideration demand and supply uncertainties and (2) data-driven meta-approaches that will be 

able to assist human planners to quickly and accurately revise the near-optimal solution created by the new 

APS system if some or all of the key parameters used to determine the near-optimal solution are 

significantly different from the actual values of these parameter values. 

We first presented a sequential decision-making inventory and replenishment model for a single product 

subject to both supply and demand uncertainty. We assumed a standard model of demand uncertainty. 

Supply uncertainty was modeled by the conditional probability 𝑃𝐴{𝛼(𝑡)|𝑎(𝑡)}, where 𝑎(𝑡) is the order 

placed at time 𝑡 and 𝛼(𝑡) is the number of items actually received at time 𝑡. We presented a dynamic 

programming solution approach for determining the best order quantity at each decision point, determined 

several computationally useful structured policy results, and conjectured several others. Computational 

experiments focused on time performance and sensitivity analysis were carried out to better understand the 

performance of the solution approaches.  

Although the single product model is a highly stylized description of the Samsung production process, it 
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can be used as a building block for more realistic models. Six extensions of the single product model to 

improve the realism of the single product model were then presented, each with preliminary analysis. The 

first of these extensions addressed the multi product case and how the solution procedures for the single 

product model could be used in the development of heuristics for the multi product case. The second 

extension was focused on how to control the risk of a stock out for the single product case, noting that the 

results can be extended directly to the multi product case. The third extension addressed how machine 

learning and other data-driven tools could be used to update various probabilities required by the models. 

The fourth extension was focused on the reality that manufacturing is a multi-stage process and that each 

stage can introduce its own set of output uncertainties, which in turn are supply uncertainties for the next 

stage. The fifth extension examined the sources of uncertainty in more detail, noting that these sources can 

include lead time uncertainties, as well as demand and supply uncertainties. The last extension involved a 

management coordination issue between the internal Samsung organization that determines the production 

plan and the internal Samsung organization that carries out, and possibly modifies, the production plan. 
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Appendix 

 

Figure 20 Deterministic vs. stochastic demand: optimal policies for 𝒑 ∈ {𝟓, 𝟏𝟎, 𝟏𝟓}. 

 

 

Figure 21 Deterministic vs. stochastic demand: optimal policies for 𝝆 ∈ {𝟎. 𝟔, 𝟎. 𝟕𝟓, 𝟎. 𝟗}. 

 

 

Figure 22 Deterministic vs. stochastic demand: optimal policies for 𝜸 ∈ {𝟎. 𝟓, 𝟎. 𝟕, 𝟎. 𝟗}. 

 


